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Consciousness, Revelation, and Confusion: are constitutive panpsychists hoist by their own petard?  

Abstract: What is the relationship between being conscious and knowing about consciousness? In             

answering this question, constitutive panpsychists face a delicate balancing act: their own case against              

physicalism requires that being conscious reveals something of the metaphysics of consciousness, but the              

stronger they make this claim of revelation, the stronger becomes an objection to their own view                

sometimes called ‘the revelation problem’. In this paper I argue that this balancing act, though delicate, is                 

not impossible: there is a plausible, well-motivated ‘medium-strength’ sort of revelation, strong enough to              

bring down physicalism but weak enough to leave constitutive panpsychism standing.  

In section 1, I lay out the background to the panpsychism-physicalism debate; in section 2, I                

outline the various ideas sometimes associated with the term ‘revelation’; in section 3 I analyse the                

structure and varieties of the revelation problem; and in sections 4 and 5 I outline how to address this                   

problem while retaining as much as possible of the theses discussed in section 2.  

 

Section 1: Are panpsychists hoist by their own petard?  

Panpsychists think all the fundamental physical things are phenomenally conscious, where ‘fundamental            

physical things’ is a placeholder for whatever the true physical theory talks about (particles, fields,               

strings, spacetime, etc.). The ‘constitutive’ part of ‘constitutive panpsychism’ describes the relationship            

that is supposed to obtain between human consciousness (and, more broadly, ‘macroexperiences’, the             

experiences of creatures like us and other animals) and the postulated consciousness of the fundamental               

physical entities (‘microexperiences’). The key idea is that this relationship should be something like the               1

1 Some panpsychists would not link ‘macro’ and ‘micro’ (terms conveying size) with ‘human-like’ and 
‘fundamental’ in this way. In particular, ‘cosmopsychists’ think that the fundamental physical entity is the cosmos as 
a whole, which is (obviously) bigger than a human being, not smaller (see Gaudry 2008, Jaskolla and Buck 2012, 
Shani 2015, Nagasawa and Wager 2016, Goff 2017). Though I am sympathetic to cosmopsychism, I do not believe 
that it changes the essential contours of the revelation problem, though it requires some re-formulating. In section 4 I 
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relationship between the physical features of human bodies (‘macrophysics’) and the physical features of              

the fundamental entities (‘microphysics’). That latter relationship, after all, does not give rise to any               

‘explanatory gap’: even when the details currently elude us, it seems clear that macrophysics are fully                

accounted for by microphysics. When you have the right particles, arranged in the right pattern, exerting                

the right forces on one another, and the right laws governing them, there is no further problem about how                   

to get hands, chairs, planets, etc.: those ‘come for free’ when the microphysical foundations are there.  

The failure of consciousness to fit into this neat picture is the major objection to physicalism that                 

motivates most contemporary panpsychists. Whereas the distribution of and relations among subatomic            

particles seems to explain why a human body exists, and why it operates as it does, it leaves unexplained                   

why there should be anything it feels like for that body to exist and operate, and why it should feel the                     

particular way it does. In particular, even knowing the full story about the particles seems to be                 

compatible with not know what the experiences are like (this is the ‘knowledge argument’, cf. Jackson                

1982, Nemirow 1990, Ball 2009), and it seems that a world might have featured all the same physical                  

facts and yet differed from ours in respect of consciousness (the ‘conceivability argument’, cf. Kripke               

1980, Chalmers 2009). There is a vast literature on whether these are good reason to reject physicalism                 

(see, e.g, Chalmers 1996, Dennett 2006, Stoljar 2006), but here I will suppose for the sake of argument                  

that they are. What comes next? In particular, is constitutive panpsychism, often offered as the most                

attractive non-physicalist alternative, defensible?  

Constitutive panpsychism treats consciousness as a fundamental ingredient of nature, but tries to             

treat it the same as other fundamental ingredients (mass, charge, spin, force, location, energy, etc.). Just as                 

those other fundamentals are widespread in nature, with human beings as simply one particular              

arrangement of them, so is consciousness: human beings (or animals) are not metaphysically special, but               

explain more fully how the problems I discuss there apply to cosmopsychist versions of panpsychism. Until then I 
will, for convenience, speak as though the fundamental physical entities are very small.  
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made up of the same basic ingredients as the rest of nature. Constitutive panpsychism thus retains the                 

naturalistic spirit of physicalism despite recognising consciousness as fundamental. But this imposes an             

explanatory burden: explanations of human consciousness in terms of microconsciousness have to do             

better than physicalist explanations. And one major line of criticism has been that they are not: there is                  

just as much difficulty in explaining how many simple minds combine into complex minds as in                

explaining how mindless things generate minds. This broad objection is often called ‘the combination              

problem’ (Seager 1995, p.280, Chalmers 2016, Author’s reference 4), and has received much discussion              

from both defenders and critics of panpsychism.  

One specific strand of the combination problem is ‘the revelation problem’: macroexperiences            

doesn’t seem introspectively to be built up out of microexperiences. And constitutive panpsychists can’t              

just say: ‘Well they are, sometimes things aren’t what they seem.’ That would license physicalists to                

likewise say: ‘Exactly! Consciousness seems distinct from purely physical facts, but it’s actually not.’ If               

being conscious doesn’t reveal the true nature of consciousness, the case against physicalism is weakened;               

if it does, then the truth of constitutive panpsychism should be introspectively obvious, which it is not.  

This talk of ‘seeming’ and ‘obviousness’ is not the most precise way of presenting the problem.                

In section 3 I distinguish three or four different ways to formulate the revelation problem. But it will help                   

first to quote some of those who have articulated the problem, to indicate the intuitive ball-park in which                  

we are playing. For instance, sympathisers with constitutive panpsychism have expressed worries like the              

following:  

On the face of it, our conscious experience does not seem to be any sort of sum of                  
microphenomenal properties corresponding to the fundamental physical features in our          
brain, for example… If the roots of phenomenology are exhausted by           
microphenomenology, then it is hard to see how smooth, structured macroscopic           
phenomenology could be derived: we might expect some sort of ‘jagged,’ unstructured            
phenomenal collection instead. (Chalmers 1996, p. 306) 
 
It is hard to see how phenomenal or protophenomenal properties of micro-physical            
systems could somehow add up to the phenomenal properties with which we are familiar              
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— properties with the specific, homogeneous character with which we are all            
acquainted… There is a striking discrepancy between how experience presents itself and            
how it is construed by [panpsychism]. (Alter and Nagasawa 2012, pp.90-91) 
 
[Panpsychists’] commitment to my having, through introspection, a transparent         
understanding of the essential nature of my conscious experience is sharply in tension, if              
not inconsistent, with my conscious experience turning out to be, in and of itself, quite               
different from how it appears to be in introspection: i.e. turning out to be constituted of                
the experiential being of billions of micro subjects of experience… (Goff 2006, p.57)  

 
This sense of a problematic ‘discrepancy’ between the character of human consciousness (‘smooth’,             

‘homogeneous’) and the character that we would expect it to have, if constitutive panpsychism were true                

(‘jagged’) echoes earlier discussions among certain mind-brain identity theorists in the last century. These              

identity theorists were troubled by the apparent discrepancy between the structure of consciousness and              

the structure of the brain - sometimes calling this ‘the grain problem’. Two representative statements are: 

Consider, for example, a phenomenally flawless auditory experience, of a note, say, on a              
violin. Its physiological substrate, presumably, is a highly structured, not to say messy,             
concatenation of changes in electrical potential within billions of neurons in the auditory             
cortex, mediated by the migration of sodium and potassium ions across membranes…            
How do all these microstructural discontinuities and inhomogeneities come to be glossed            
over...? (Lockwood 1993, p.274) 
 
How is it that the occurrence of a smooth, continuous expanse of red in our visual                
experience can… involve particulate, discontinuous affairs such as transfers of or           
interactions among large numbers of electrons, ions, or the like? Surely being smooth or              
continuous is a structural property, and being particulate or discontinuous is also a             
structural property… incompatible with being smooth and continuous. (Maxwell 1978,          
p.398) 

Indeed, Lewis makes a very similar argument, though he rejects the idea that experience reveals its nature                 

and so presents the argument as a reductio of this idea:  

If we know exactly what the qualia of our experiences are, they can have no essential                
hidden structure - no 'grain' - of which we remain ignorant. If we didn't know whether                
their hidden 'grain' ran this way or that, we wouldn't know exactly what they were.               
Whatever we might know about them, we would not fully know their essence. But if               
nothing essential about the qualia is hidden, then if they seem simple, they are simple.               
(Lewis 1995, p.142, Fn14) 

Although I think all the above quotations express a similar sort of concern, they do so with different                  

emphasis and framing, and the exact nature of the problem involved is far from clear. In section 3 I try to                     
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identify the problem more precisely, and to resolve it in sections 4 and 5.  

 

Section 2: The Revelation Problem and the Revelation Thesis 

Before examining the revelation problem for panpsychism, we need to examine the background idea of a                

‘revelation thesis’ connecting consciousness to knowledge of consciousness. The phrase ‘revelation           

thesis’ comes originally from discussions of colour experience, appearing first in Johnston’s (1992)             

discussion of Strawson’s (1989) views about colour-properties: 

...color words are words for properties which are of such a kind that their whole and essential 

nature as properties can be and is fully revealed in sensory-quality experience given only the 

qualitative character that that experience has. (Strawson 1989, p.224) 

Revelation: The intrinsic nature of canary yellow is fully revealed by a standard visual 

experience as of a canary yellow thing. (Johnston 1992, p.223) 

Although much subsequent discussion focused on colour properties (e.g. Byrne & Hilbert 2006, Allen              

2011), the phrase ‘revelation thesis’ has been re-purposed to express a view about experiential properties               

instead. For example, Goff (2017) explicitly relies on an idea he calls ‘revelation’ in arguing against                2

physicalism and for panpsychism. He introduces the term as follows: 

I believe that we are in a unique epistemic situation with respect to our conscious states. A                 

normal human being is able to attend to one of the conscious states she is currently                

instantiating, and form a direct phenomenal concept of that state: a phenomenal concept of a               

conscious state the content of which is wholly based on attending to that state. In having a                 

direct phenomenal concept, the token conscious state being attended to is directly presented             

to the concept user in such a way that[:]  

2 Differents authors speak variously of qualia, experiences, types of experience, and types of conscious state: for 
clarity I will in what follows speak of phenomenal properties as the things which phenomenal concepts capture, and 
whose natures they reveal, and of experiences as instantiations of phenomenal properties. To have an experience is 
to instantiate a phenomenal property, i.e. to be conscious.  
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(i) the complete nature of the type to which it belongs is apparent to the concept                

user, and  

(ii) the concept user knows with certainty (or something close to it) that the token               

conscious state exists (as a token of that type)... 

Call this hypothesis ‘Revelation.’ (Goff 2017, pp.109-110)  3

Lewis, though he does not use the term ‘revelation’, describes the everyday conception of experience as                

featuring an ‘identification thesis’: 

Folk psychology says, I think, that we identify the qualia of our experiences. We know               

exactly what they are - and that in an uncommonly demanding and literal sense of               

'knowing what'... when I have an experience with quale Q, the knowledge I thereby gain               

reveals the essence of Q: a property of Q such that, necessarily, Q has it and nothing else                  

does. (Lewis 1995, pp.141-142) 

Lewis takes it that this common-sense idea is false, but he diagnoses it as lying behind many                 

anti-physicalist intuitions and arguments, including in particular Kripke’s version of the conceivability            

argument (Lewis 1995, p.142).  

The broad idea expressed in the above quotations can be resolved into three components:  

1. That someone having an experience can gain a special kind of understanding of that experience; 

2. That this understanding reveals ‘the complete nature’ of a certain type of experience; 

3. That someone having an experience can know that they are presently having that particular 

experience.  

3 While Goff speaks of ‘direct phenomenal concepts’, I will speak of the slightly broader category of ‘pure 
phenomenal concepts’; the difference between them is set out in Chalmers 2003a, but need not concern us here. 
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Stoljar (2006) also distinguishes these three ideas, though he organises and labels them a little differently: 

the thesis he calls ‘revelation’ is an implication of 1. and 2., namely that someone having an experience 

can know its complete nature:  

According to the thesis of revelation, having an experience puts you in a remarkable              

epistemic position: you know all the essential properties of the experience; the only thing              

left to learn are its non-essential or accidental properties. (Stoljar 2006, pp.221) 

Stoljar distinguishes ‘revelation’ in this sense from the third of Goff’s ideas above, which he calls                

‘self-presentation’:  

According to self-presentation, having an experience puts you in a position to know or              

justifiably believe that you are having the experience. But self-presentation is neither            

necessary nor sufficient for revelation. (Stoljar 2006, p.223) 

Stoljar also recognises that his ‘revelation’ can be derived from two other claims:  

If [someone] understands what an experience of type E is, then for every essential truth T about                 

E, [that person] knows, or is in a position to know, T. (Stoljar 2006, p.228)  

If [someone] has an experience of type E, [that person] thereby understands what an experience               

of type E is.  (Stoljar 2006, p.229) 

Stoljar calls the first of these “u-revelation” (for ‘understanding-revelation’), as opposed to “e-revelation”             

(for ‘experience-revelation’), which is what he calls the fuller revelation thesis (Stoljar 2006, pp.227-228).              

He does not name the second thesis, but we may call it ‘the e-u thesis’ (for ‘experience-understanding                 

thesis’). U-revelation and the e-u thesis become equivalent to the second and first of Goff’s claims, above,                 
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if we interpreting ‘understands’ to mean ‘can form or possess a special kind of concept of’.  4

We should keep hold of the three-fold distinction between (to use the Stoljarian terms) 

self-presentation, the e-u thesis, and u-revelation. But we to see them together as components of a 

coherent framework - what Goff calls the ‘hypothesis’ of revelation. There are, in fact, three different 

‘revelation arguments’ against constitutive panpsychism, each focusing on a different one of these 

‘revelation theses’ (or more precisely, three self-standing problems and one interaction with a distinct 

problem). Before seeing that, however, it is useful to consider a different distinction among components 

of the idea conveyed by talk of ‘revelation’. Byrne and Hilbert write:  

...we can treat Revelation as equivalent to the conjunction of two theses… 

● SELF-INTIMATION. If it is in the nature of the colors that p, then after careful               

reflection on color experience it seems to be in the nature of the colors that p. 

● INFALLIBILITY. If after careful reflection on color experience it seems to be in the              

nature of the colors that p, then it is in the nature of the colors that p. (Byrne and                   

Hilbert 2006, p.77)  

Although these theses concern colour properties rather than experiential properties, we can easily             

draw an analogous distinction between two theses concerning experiential properties: is it that             

whatever really is in an experience’s nature will appear to be in its nature (self-intimation)? Or is it                  

that whatever appears to be in its nature must really be in its nature (infallibility)? Call these the                  

‘reality→appearance’ and ‘appearance→reality’ directions of implication.  

Byrne and Hilbert’s distinction concerns knowledge of something’s ‘nature’, but we can also             

distinguish reality→appearance and appearance→reality directions of the other principles considered          

4 There is a subtle but important complication here, in that while Goff speaks of something’s nature being 
‘apparent’, Stoljar’s thesis involves the stronger claim that the subject is in a position to know all the essential truths 
about it. The former might not entail the latter: one might be in some way presented with an nature but for some 
reason not be able to articulate it in terms of a series of truths. Indeed this sort of question is relevant to Stoljar’s 
criticism of Lewis’ attribution of the revelation thesis to Kripke (Stoljar 2006, p.229-230), discussed below.  
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above. Doing this yields a total of six revelation theses, as follows:  

Topic Reality → Appearance direction Appearance → Reality direction 

Instantiation  
(Stoljar’s 
‘self-presentation’, 
Goff’s clause ii) 

Revelation Thesis 1: If someone 
instantiates a phenomenal property, 
it will introspectively seem to them 
that they are instantiating that 
property. (Call this the ‘luminosity’ 
thesis.) 

Revelation Thesis 2: If it introspectively 
seems to someone that they are 
instantiating a phenomenal property, then 
they really are instantiating that property. 
(Call this the ‘no illusions’ thesis.) 

Understanding 
(Stoljar’s e-u thesis, 
Goff’s framing 
statement)  

Revelation Thesis 3: If someone 
instantiates a phenomenal property, 
they will be in a position to form a 
pure phenomenal concept of it. (Call 
this the ‘understanding from 
experiencing’ thesis.) 

Revelation Thesis 4: If someone is in a 
position to form a pure phenomenal 
concept of a phenomenal property, they 
must be instantiating that property. (Call 
this the ‘no understanding without 
experiencing’ thesis.) 

Knowledge of nature 
(Stoljar’s u-revelation, 
Goff’s clause i)  

Revelation Thesis 5: If someone has 
a pure phenomenal concept, 
reflection upon it can reveal the 
whole nature of the corresponding 
phenomenal property. (call this the 
‘self-intimation’ thesis) 

Revelation Thesis 6: If someone’s 
reflection upon a pure phenomenal concept 
presents some feature as pertaining to the 
nature of the corresponding phenomenal 
property, that feature really does pertain to 
the nature of that property. (call this the 
‘infallibility’ thesis) 

 
I think these six theses, though logically independent, form a fairly natural package together, and I will 

refer to this package (i.e. the conjunction RT1-RT6) as ‘the revelation approach’.   5

Different components of the revelation approach pop up in various philosophical debates. First 

consider the knowledge argument. The idea that Mary, having never experienced seeing colour, cannot 

know what seeing colour is like, is an instance of RT4, the ‘no understanding without experiencing’ 

thesis. But arguably the knowledge argument also requires RT5 and RT6, as does the conceivability 

argument, to ensure the validity of inferring a metaphysical conclusion from an epistemological premise. 

5 The component theses are often connected by the idea that subjects stand in a certain special relation of 
‘acquaintance’ to their experiences(see Chalmers 2003a, Goff 2015): being directly acquainted with our experiences 
is what lets us know of their occurrence, and understand their properties in a way that fully reveals their nature. 
Acquaintance is often taken to be one species of a broader category of relations, called ‘awareness’, which likewise 
enable knowledge of various kinds, but which include more mediated forms of awareness like visual awareness, 
auditory awareness, etc. I am very happy to accept these claims about acquaintance and awareness, but they will not 
be distinctively important in the discussion that follows.  
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Lewis, for instance, attributes RT5 and 6 to Kripke, as a presupposition of the latter’s inference from the 

conceivability of pain without any associated brain state to their separate possibility (Lewis 1995, p.328, 

fn.3).  Goff likewise argues that the conceivability and knowledge arguments require that phenomenal 

concepts be ‘transparent’, effectively meaning that RT5 and 6 will be true (2017, pp.74-76, 96-106). And 

Chalmers’ version of the conceivability and knowledge arguments relies on the premise that the primary 

and secondary intensions of phenomenal concepts are equivalent (Chalmers 2003b, 2009), which implies 

RT5 and 6.  6

Clearly, if phenomenal properties were so opaque that concepts formed introspectively revealed 

nothing at all about the properties they expressed, the arguments against physicalism would be threatened. 

But the arguments might not require going all the way to RT5 and 6. Stoljar (2006, p.229-230) has 

suggested that all that is strictly required is that we have a form of access to the natures of phenomenal 

properties that allows us to know at least something, if not everything, about their natures. Goff argues 

against such an intermediate position, saying that for any property whose nature we grasp only part of, we 

can ‘split’ the property into two components, one with an unknown nature and one with a known nature. 

The arguments against physicalism can then be run just with respect to ‘that aspect of phenomenal 

properties whose nature we know’, and for that sub-property RT5 and RT6 will be true. In this paper I 

will suppose that Goff is right, and seek to defend RT5 and RT6 in their ‘whole nature’ form.  

That establishes a role for RT4, 5, and 6. But t the falsity of the other revelation theses would also 

leave the anti-physicalist arguments on a shaky footing. For instance, if RT3 were false, we could worry 

whether we possessed the pure phenomenal concepts whose ‘transparency’ drove the arguments; if RT2 

were false, we could worry whether the properties these concepts expressed were even instantiated.  

6 A concept’s primary intension is available to reflection, while its secondary intension is the nature of the property 
that concept expresses, so the coincidence of these two intensions implies that the natures of the properties 
expressed by pure phenomenal concepts are available to reflection by those who possess the concepts.  



 
Page 11 of 45 

The revelation approach is also significant for issues unrelated to physicalism. For one, RT1, the 

‘luminosity’ thesis, is sometimes appealed to as a distinguishing feature of consciousness. Rosenthal 

appeals to the supposed truism that a conscious state is a state one is conscious of (1994, p.359) to 

motivate his 'Higher Order Thought' theory of consciousness, and Kriegel appeals to the idea that 

consciousness states are states that represent themselves to motivate his ‘Self-Representational’ theory of 

consciousness (2009). Strawson endorses the idea that experiences are “phosphorescent, like tropical 

seawater, which makes itself visible by the light which it itself emits” (2015, p.9 quoting the phrase from 

Ryle 1949, p.159, but “cancelling his mocking tone”) and attributes this view to “Aristotle, Dignāga, 

Descartes, Arnauld, Locke, Brentano, Sartre and many others” (2015,  p.1). 

Other philosophers draw on RT1 and RT2 to develop an epistemology of introspection. Smithies 

motivates his account of the epistemic role of consciousness in part by the claim that someone undergoing 

an experience always has a reason to believe that they are (Forthcoming). Chalmers (2003a) defends the 

claim that a very specific sort of introspective belief (a ‘direct phenomenal belief’ that we instantiate a 

certain phenomenal property) is infallible, though he notes that we are not infallible at knowing whether a 

given a belief is of this sort, and denies the extension to negative beliefs about phenomenal properties a 

subject is not instantiating (thus endorsing RT2 but not RT1). And elsewhere he argues for relaxed 

counterparts to RT1 and RT2, the ‘detectability’ and ‘reliability’ principles, which say that “our 

second-order judgments about consciousness are by and large correct”, and that “where there is an 

experience, we generally have the capacity to form a second-order judgment about it” (Chalmers 1996, 

pp.218-219).  

It is the role of the revelation theses in supporting a case against physicalism that is most 

important for constitutive panpsychists. But the fact that they, or their close cousins, turn up in so many 

other debates underlines how undesirable it would be for constitutive panpsychism to reject them.  
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Section 3: What is the revelation problem, exactly?  

So what exactly is this supposed problem? It is distinct from various other aspects of the broader                 

combination problem, such as the ‘subject-summing problem’ (Goff 2009, Author’s reference 3), the             

‘unity problem’ (Author’s reference 2, Mendelovici Forthcoming), or the ‘structural mismatch problem’            

(Chalmers 2016). The revelation problem is fundamentally about a perceived incompatibility between            

three things:  

● The way human consciousness appears in introspection;  

● The way human consciousness would be, if constitutive panpsychism were true;  

● The idea that introspection provides a direct and privileged insight into the nature of              

consciousness.  

The third element makes any discrepancy between the first and second seem fatal. Yet that third element                 

is also, as we have seen, something panpsychists cannot readily give up. 

How should we spell out these core elements? I think there are actually three slightly different                

arguments to be made here, and then a fourth argument which engages with the debate on a distinct                  

problem for panpsychists, the ‘palette problem’. Let us consider the ‘pure’ revelation arguments first,              

which differ primarily in whether they rely on the ‘appearance→reality’ or ‘reality→appearance’            

direction of implication: the first argument says: ‘consciousness appears to be X, but panpsychism implies               

it is not really X’, while the second and third say: ‘consciousness fails to appear to be X, but panpsychism                    

implies it really is X’. The first focuses on some positive introspective appearance, and accuses               

constitutive panpsychists of treating that appearance as an ‘illusion’. The others focus simply on the               

absence of a certain appearance.  
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Let’s begin with the first argument, which I will call the ‘no illusions’ argument since the                

epistemological premise that drives it is what I above called RT2, the ‘no illusions’ thesis. Here is how I                   

would formulate the argument:  

1. If constitutive panpsychism is true, then human consciousness is always ‘particulate’. 
2. Human consciousness (often) appears introspectively to be ‘smooth’. 
3. Consciousness can’t appear a way that it’s not. (RT2) 
4. Being ‘smooth’ and being ‘particulate’ are incompatible. 
5. Human consciousness is (often) smooth. (from 2 and 3) 
6. Human consciousness is (often) not particulate. (from 4 and 5) 
7. Constitutive panpsychism is false. (from 1 and 6) 

Obviously much turns on the meaning of the terms ‘particulate’ and ‘smooth’, but despite the frequency                

with which they, and similar terms like ‘continuous’ and ‘fragmented’, appear in statements of the               

problem, it is unclear how to define them. Moreover, how we define them will make a difference to the                   

plausibility of premises 1, 2, and 4. For instance, if we define ‘particulate’ so as to require the truth of a                     

particle-based ontology, then premise 1 is false if the final physical theory posits fields and strings instead                 

of particles. These questions of definition will be explored more fully in the next section.  

So much for the first revelation argument. The second and third arguments (involving a              

‘reality→appearance’ implication) are both suggested Chalmers’ formulation of what he calls ‘the            

revelation argument’:  

1. “If constitutive panpsychism is correct, consciousness is constituted by a vast array of             
microexperiences. 

2. A vast array of microexperiences is not revealed to us in introspection. 
3. The nature of consciousness is revealed to us in introspection. 
4. Whatever constitutes consciousness is part of its nature. 
5. Constitutive panpsychism is incorrect.” (Chalmers 2016, p.190) 

I believe that this argument combines two rather different sorts of objection to panpsychism, which differ                

in how they spell out premises 2 and 3’s schematic references to what is ‘revealed to us in introspection’.                   

Most revelation theses do not concern ‘consciousness’ as a mass-noun, but particular experiences and the               
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properties they involve. But once we try to read premise 2 in these terms, it becomes clear that there are                    

two slightly different issues here. One is that introspection focused on macroexperiences doesn’t reveal              

that they are constituted by microexperiences. The other is that introspection focused on microexperiences              

isn’t even possible. The former appears to violate what I above called RT5, the ‘self-intimation’ thesis:                

reflection upon a pure phenomenal concept reveals the whole nature of a phenomenal property. The latter                

appears to violate both what I above called RT3, the ‘understanding-from-experience’ thesis, and RT1,              

the ‘self-presentation’ thesis: having an experience should allow knowledge of its occurrence and a pure               

phenomenal concept of it. 

Focusing on either macroexperiences or microexperiences yields the following two arguments,           

which I will call the ‘macroexperience-focused’ and ‘microexperience-focused’ argument. The first runs            

thus, with RT5 as third premise:  

1. If constitutive panpsychism is true, each human experience (‘macroexperience’) is constituted by            
a vast array of microexperiences. 

2. A vast array of microexperiences is not revealed by reflection on macrophenomenal concepts (i.e.              
phenomenal concepts based on macroexperiences). 

3. The nature of a phenomenal property is revealed by reflection on phenomenal concepts based on               
experiences of it. (RT5) 

4. Whatever constitutes something is part of its nature. 
5. The natures of macroexperiences do not involve vast arrays of microexperiences. (from 2 and 3) 
6. Macroexperiences are not constituted by vast arrays of microexperiences. (from 4 and 5) 
7. Constitutive panpsychism is false. (from 1 and 6) 

Clearly, the soundness of this argument depends crucially on what is meant by talk of a property’s                 

‘nature’, since that will affect the meaning of both premise 3 and premise 4.  

The third (‘microexperience-focused’) revelation argument runs thus, with a conjunction of RT1            

and RT3 as its third premise:  

1. If constitutive panpsychism is true, consciousness is constituted by a vast array of             
microexperiences. 

2. We cannot know introspectively about microexperiences, nor form microphenomenal concepts          
(i.e. phenomenal concepts based on microexperiences).  
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3. If a subject is having an experience, they can know introspectively that they are, and form                
phenomenal concepts based on it. (RT1 and 3) 

4. If experiences constitute a subject’s consciousness, that subject undergoes them.  
5. We are not undergoing a vast array of microexperiences. (from 2 and 3) 
6. Human consciousness is not constituted by a vast array of microexperiences. (from 4 and 5) 
7. Constitutive panpsychism is false. (from 1 and 6) 

Finally, there is an interaction between a revelation thesis, specifically RT5, and another aspect of the                

combination problem, the ‘palette problem’. This problem (another aspect of the combination problem) is:              

how do the huge range of phenomenal qualities that humans experience arise from a fundamental base                

which appears to involve only a quite small number of fundamental properties. One popular solution is                

the ‘small palette hypothesis’: there are a small number of basic phenomenal qualities, corresponding to               

the fundamental physical properties, which are in some sense ‘blended’ to generate a great variety of                

different qualities for different macroscopic creatures (Author’s reference 1, Coleman 2015, 2016,            

Chalmers 2016), whose pattern of similarities and differences are explained by their differing proportions              

of different ingredients. The fourth revelation-based argument I will consider is an attack specifically on               

the small palette hypothesis, and not on constitutive panpsychism per se: 

1. “If [the small palette hypothesis] is true, then for any two…[human] experiences X and Y, X and                 

Y have common constituents...  

2. Minty phenomenology and red phenomenology have nothing in common. 

3. Therefore, constitutive Russellian monism is false.” (Goff 2017, p.195)  7

The objection is that some of our phenomenal qualities are too heterogeneous to be blended out of a small                   

set of common elements, because they are completely dissimilar, with nothing phenomenally in common.              

The role of the self-intimation thesis is to rule out the possibility that these qualities are similar in a way                    

that we are blocked from recognising (as Goff makes clear in subsequent discussion, 2017 pp.195-197).               

7 Compare this similar argument from McGinn: “We cannot... envisage a small number of experiential primitives 
yielding a rich variety of phenomenologies... [for] you cannot derive one sort of experience form another: you 
cannot get pains from experiences of colours, or emotions from thoughts, or thoughts from acts of will.” (2006, 
p.96)  



 
Page 16 of 45 

Call this the ‘small-palette revelation argument’: its full structure is very similar to that of the                

macroexperience-focused revelation argument (and similarly turns on how we spell out the idea of              

something’s ‘nature’):  

1. If the small palette hypothesis is true, then any two phenomenal qualities experienced by humans               
have something phenomenal in common.  

2. Reflection on some pairs of human experiences (e.g. red and minty) does not reveal them to have                 
anything phenomenal in common.  

3. The nature of a phenomenal quality is revealed by reflection on phenomenal concepts based on               
experiences of it. (RT5)  

4. The natures of two things determine whether they have anything phenomenal in common.  
5. If a pair of phenomenal qualities has something phenomenal in common, reflection on             

phenomenal concepts based on experiences of them will reveal this. (from 3 and 4) 
6. Some pairs of human experiences have nothing phenomenal in common. (from 2 and 5) 
7. The small palette hypothesis is false. (from 1 and 6) 

All four arguments have a similar form: four premises, the first identifying a supposed implication of                

constitutive panpsychism (or small-palette forms of it), the second reporting an introspective datum, the              

third advancing an epistemological thesis about introspection, and the fourth advancing a metaphysical             

claim, given which the other three premises entail the falsity of constitutive panpsychism (or small-palette               

forms of it). However, despite their common form, I think the arguments go wrong in quite different                 

ways. In the next section I explore these different ways that they might go wrong, and the options                  

available to constitutive panpsychists for resisting them. 

 

 
Section 4: Ways of Responding to the Revelation Arguments 

The challenge for constitutive panpsychists is to rebut the above three arguments without abandoning the 

revelation approach, components of which underpin all three. But the revelation approach is an umbrella 

covering many principles, each of which can be spelled out in different ways, and we cannot reasonably 

expect constitutive panpsychists, or anyone else, to endorse every single version of every single principle. 
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My approach will be to address each argument in turn, while keeping the relevant revelation theses as 

strong as I can.  

 

Subsection 4.1: The No-Illusions Revelation Argument 

Consider first the ‘no illusions’ argument, which had the following four premises:  

1. If constitutive panpsychism is true, then human consciousness is always ‘particulate’. 

2. Human consciousness (often) appears introspectively to be ‘smooth’. 

3. Consciousness can’t appear a way that it’s not.  

4. Being ‘smooth’ and being ‘particulate’ are incompatible. 

One option for constitutive panpsychists is to deny premise 1, based on defining ‘particulate’ in such a                 

way that a field-based ontology, or a substance-monist ontology, or some other account of physical               

reality, renders it false that the material world, and any consciousness isomorphic to it, is particulate (see                 

in particular Nagasawa and Wager 2016, pp.120-121). If the other three premises (and constitutive              

panpsychism) are accepted, this implies that the kind of consciousness we enjoy is incompatible with               

some physical theories (those which make matter ‘particulate’) and that we know introspectively that our               

world is not any of those ways.  

However, I think this approach is a mistake. Even if particles are not ultimately real, Lockwood’s                 

point still holds: even the simplest experience involves billions of neurones, ions, and neurotransmitters.              

Even if the space containing two sodium ions is ultimately just a set of derivative aspects of the one                   

substance, there is still a striking difference in the electrical properties of different regions of that space.                 

To dismiss the problem because particles are not in the fundamental ontology would be too easy.                

Consequently I suggest the following definition of ‘particulate’: 
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X is particulate iff, on some scheme of division, X comprises a very large but finite number of                  

elements, which i) are independent enough to separate and exist outside X, and ii) differ               

significantly in their properties.   8

This definition makes the physical brain particulate whatever the fundamental physics turns out to be.               

Potassium ions, for instance, can exist separately from carbon atoms, and have a clear difference in                

properties - even if both are ultimately analysed as some sort of ‘ripple’ in an all-encompassing field.  

That leaves three remaining options: deny premise 2 (i.e. contradict the supposed introspective             

observation), deny premise 3 (i.e. reject this particular revelation thesis), or deny premise 4 (i.e. deny that                 

smoothness and particulateness are incompatible). But everything depends on what ‘smooth’ means.            

What is the feature of experience that is being reported by those who feel the pull of this argument?  

One option is to define ‘smooth’ by ostension: consider some experiences without discernible             

internal structure, like Lockwood’s “phenomenally flawless auditory experience, of a note... on a violin”              

(1993, p.274), and stipulate that ‘smooth’ means the noteworthy feature of those experiences. That would               

ensure the truth of premise 2. Alternatively, we might define ‘smooth’ so to to ensure the truth of premise                   

4, e.g:  

X is smooth iff all schemes of division divide X into either i) parts so ontologically dependent on                  

X that they cannot exist outside it, or ii) parts why do not differ significantly in their properties.  

Which definition we choose is not a substantive matter, so I will use this definition, because I think it 

makes things clearer. The panpsychist must, then, deny either premise 2 or premise 3: must either say that 

experience does not appear smooth, or say that it does but isn’t (using the ostensive definition would just 

8 Of course this definition will only be as precise as ‘very large’ and ‘differ significantly’. The vagueness of such 
terms does not stop us from taking ‘a trillion or more’ as a clear case of ‘very large’, and ‘the physical difference 
between a water molecule, a potassium ion, and a region of empty space between them’ as a clear case of ‘differ 
significantly’.  
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translate denial of premise 2 into denial of premise 4: the point of that move is that there is no property 

incompatible with particulateness that consciousness introspectively seems to have). At first both options 

look difficult - premise 3 is, after all, part of the Revelation Approach (RT2), and if premise 2 is false, 

why did anyone ever advance the argument in the first place?  

The way out lies in scrutinising the word ‘appears’, and drawing a distinction between illusions, 

strictly so-called, and misinterpretations. Consider some non-mental examples: at first an act appears 

noble, an argument compelling, a speech beautiful, and yet then I find that upon giving the matter more 

thought, this appearance vanishes, and I come to think I was mistaken. The act now appears fanatical, the 

argument sophistical, the speech saccharine; I think myself foolish for being gullible enough for the act, 

argument, or speech to ever appear that way to me. I might say I was subject to an ‘illusion’, but all this 

mean is that the act, argument, and speech were such that they could be very readily misjudged.  

Contrast this a white object seen under pure red light, or a straight stick seen half in water, or an 

ambitious Scottish nobleman hallucinating a dagger. The object appears red but isn’t, the stick appears 

bent but isn’t, and there appears to be a dagger, but there isn’t. Here no reflection on the appearances will 

change them, and the subject cannot hold themselves rationally accountable for being subject to them 

(perhaps for forming beliefs based on them, but not for the appearances themselves). Here we have a 

stronger sense of ‘illusion’: it is not that these perceptions are easy to misjudge, it is that their very 

content is false. Call this the ‘quasi-perceptual’ sense of ‘appears’, contrasting with the 

‘ready-interpretation’ sense.  

Premise 3 in the ‘no illusions’ argument (RT2) is most plausible if read with the 

‘quasi-perceptual’ sense of ‘appears’. Plausibly it makes no sense to think that my impression of my own 

experience is an ‘illusion’ in this stronger sense: surely it would be the ‘impression’ that deserves to be 

called my experience, since this is what I am immediately aware of. To think that consciousness might 
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appear falsely in this way seems to involve forgetting that consciousness is how things appear to me. Or at 

least, this thought has some appeal, and panpsychists need not disagree with it.  

But premise 3 is less plausible if understood in terms of the ‘ready-interpretation’ sense of 

‘appears’, saying that if consciousness is readily interpreted as having some property, it must actually 

have that property. After all, which interpretations come readily depends on the subject’s expectations, 

background assumptions, interpretive style, etc. An absolute principle that no false interpretation could 

come readily to anyone would be very close to saying that consciousness was never misinterpreted. 

So we should read premise 3 as saying that consciousness cannot appear a way it’s not, in the 

quasi-perceptual sense of ‘appear’. For the argument to remain valid, premise 2 must also be read in terms 

of the quasi-perceptual sense of ‘appear’, not the ‘ready-interpretation’ sense. But now premise 2 looks 

much more deniable. Denying premise 2 just means taking the appearance of smoothness to be a matter of 

what interpretations come readily, rather than of how things quasi-perceptually appear. 

This is my preferred response to the ‘no illusions’ argument: our consciousness really is 

particulate, not smooth, but it is readily misinterpreted as smooth. But this misinterpretation demands an 

explanation - what is it about the way consciousness does appear, which makes us judge it ‘smooth’?  

One answer appeals to the difference between represented structure and structured 

representations: that is, experience represents things as being smooth, rather than itself being smooth 

(versions of this proposal appear in Clark 1989, and Stoljar 2001). Critics have worried that experience 

itself really does seem to display the relevant sort of smoothness (e.g. Alter & Nagasawa 2012, p.91), and 

that representing a smooth expanse may be insufficient for introspectively seeming, even in the weak 

sense, to be smooth (consider the sentence ‘space is infinitely divisible’). Another answer is to say that 
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many experience quasi-perceptually appear to have, and thus (by RT2) actually have, some property 

similar to, but not identical to, ‘smoothness’. In section 4 I flesh out this approach.  

 

Subsection 4.2: The Macroexperience-Focused Revelation Argument 

Next, consider the macroexperience-focused argument, whose premises are:  

1. If constitutive panpsychism is true, each human experience (‘macroexperience’) is constituted by            
a vast array of microexperiences. 

2. A vast array of microexperiences is not revealed by reflection on macrophenomenal concepts (i.e.              
phenomenal concepts based on macroexperiences). 

3. The nature of a phenomenal property is revealed by reflection on phenomenal concepts based on               
experiences of it.  

4. Whatever constitutes something is part of its nature. 

It might look like cosmopsychists - panpsychists who take the universe as a whole to be the most                  

fundamental concrete entity - can wriggle out of premise 1. But this is illusory: cosmopsychists must                

either accept premise 1, or accept an analogous premise that supports a harder revelation argument. It                

depends on whether cosmopsychism systematically inverts the conventional hierarchy of levels in nature,             

or just shifts one level (the cosmic) from top to bottom. By ‘conventional hierarchy’ I mean the idea that                   

organisms are constituted by molecules, molecules are constituted by atoms, and atoms are constituted by               

subatomic particles; in this hierarchy bigger things go higher up, so ‘the universe’ goes right at the top.                  

Cosmopsychism would be to keep this hierarchy largely intact, but put the universe at the bottom: The                 

universe directly constitutes subatomic particles (or ‘subatomic-particle-like ripples in spacetime’), which           

then constitute atoms, which then constitute molecules, etc. Then cosmopsychism vindicates premise 1.  

Alternatively, cosmopsychism might flip the whole hierarchy on its head, so that wholes in              

general constitute their parts. Molecules are more fundamental than atoms: atoms are ‘mere aspects’ of               
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molecules, and subatomic particles are ‘mere aspects’ of atoms. On this view premise 1 will be false: the                  

human brain is not constituted by neurones, ions, etc., but rather constitutes them. But this takes                

cosmopsychism out of the frying pan and into the fire: they must now accept a replacement premise 1*: 

1*. If constitutive panpsychism is true, each human experience (‘macroexperience’) constitutes a            
vast array of microexperiences. 

We then run the same argument, with premise 4 replaced by: 

4*. Whatever something constitutes is part of its nature. 

I think premise 4* is more plausible than premise 4; the cosmopsychist’s idea is that microexperiences are                 

just some sort of abstraction from macroexperiences (just as macroexperiences are abstractions from the              

cosmic mind). Understanding the nature of macroexperiences should then tell us about all of these               

trillions of abstractions from it.  

So suppose we accept premise 1; I also see little prospect for denying premise 2. And premise 3 is                   

one of the revelation theses I want to preserve. Chalmers, when he lays out the argument of which this is a                     

variant, advises panpsychists to attack premise 4: to drive a wedge between something’s nature and what                

constitutes it. I agree that this is the right tack, but everything turns on what kind of ‘nature’ is in question,                     

which in turn depends on how we read premise 3, the self-intimation thesis. I think there is a plausible and                    

well-motivated sense of ‘knowing a nature’ which explains why premise 4 is false, without undermining               

the conceivability argument against physicalism.  

First consider this gloss: knowing the nature of a property means being in a position to know a                  

priori every necessary truth about that property. If I know the nature of squareness, I am in a position to                    9

9 I assume we can abstract away from difficulties of memory, attention, and general cognitive skills: in practice, 
many necessary truths might be just too complicated or subtle for a human mind to entertain, but that should not stop 
us from saying that someone is in a position to know them if all they would need to do so is an enhancement of their 
general cognitive skills.  
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know a priori every necessary truth about squareness (like what squares’ internal angles sum to, or what                 

kinds of triangles they can be divided into), though not to know contingent truths about it (like whether it                   

is my sister’s favourite shape). Likewise if I know the nature of being water, I can know every necessary                   

truth about being water (like that water is a chemical compound, or its molecular mass), though not every                  

contingent truth about it (like whether it is instantiated on earth). This suggests that we know the natures                  

of mathematical properties, but do not automatically know the natures of chemical properties (though              

perhaps we do now, given scientific progress). And those results seem plausible.  

But this gloss is inadequate. Consider someone who knew the nature of squareness but not the                

nature of triangularity (if that were possible). They would not be in a position to know a priori that every                    

square can be divided into four right-angled triangles (they might not even understand this proposition).               

Similarly, someone who knows the nature of being water, but does not know the nature of being a cup of                    

tea. Plausibly it is a necessary truth that a cup of tea contains water, and so it is a necessary truth about                      

water that it is the main ingredient in cups of tea. But this person is not in a position to know this a priori,                        

even if they know the nature of being water.  

This suggests a refinement: knowing the nature of some property means being in a position to                

know a priori all the necessary truths about that property which involve other properties whose natures                

you also know. To put it another way, knowing the natures of some properties means being in a position                   

to know a priori all the necessary truths that involve only those properties. To know a priori a necessary                   

truth involving two properties, you need to know the natures of both: just knowing the nature of one is not                    

enough.   10

10 This is not a retreat from the idea that the phenomenal property’s ‘whole nature’ is revealed. There is no part of its 
nature that is hidden: there are only hidden connections between its nature and other natures, and those connections 
are hidden for the simple reason that those other natures are hidden. 



 
Page 24 of 45 

This implies that knowing the nature of a constituted property is not sufficient to know about its                 

constitution relationships to other properties, without also knowing the natures of those other properties.              

Consider a non-mental example: the functional property of being a clock. Plausibly we more-or-less know               

the nature of this property (after all, we invented clocks). Being a clock is, more or less, being                  11

something made to tell the time. Many different materials could constitute a clock - metal hands, glass                 

displays, quartz crystals, stone sundials, etc. But just from knowing the nature of being a clock, we cannot                  

know a priori all the possible things that might constitute a clock; many of these are things whose natures                   

we are ignorant of. On distant worlds, suppose, strange aliens build clocks out of 7-dimensional               

hyperplastic, a material undreamt of by human physics. No amount of reflection on what it is to be a clock                    

will tell us that this material can constitute clocks: that requires knowing about it, as well as about clocks.                   

But if we did learn the nature of 7-dimensional hyperplastic, then plausibly our grasp on the nature of                  

being a clock would put us in a position to know that such material, put together in the right way, would                     

constitute a clock. Once we know the natures of all the properties involved, we can tell by reflection                  

whether constitution is possible.   12

The above is a plausible reading of ‘knowing a property’s nature’, and thereby of RT5, which                

does precisely what constitutive panpsychists need it to do: substantiate their arguments against             

physicalism, without substantiating the revelation argument against their own view. For on this reading of               

11 Of course there may be borderline cases which could be classified as clocks or as non-clocks equally well. And 
the idea of a clock might evolve differently in different places, so that different communities or even different 
individuals differed slightly in which things they counted as definite clocks, definite non-clocks, or borderline cases. 
Perhaps strictly speaking we should speak of a cluster of distinct but almost-entirely-overlapping clock concepts 
rather than a single concept. None of this affects the point that reflection on the concept(s) of being a clock puts you 
in a position to know the nature of whatever property the concept expresses - which includes knowing whether a 
given artefact would be a borderline case of clockhood.  
12 Isn’t it a knowable necessary truth, though, that properties like ‘being a clock’ are always constituted by 
something? Quite possibly, but this is a specific feature of functional properties and not of all properties that can be 
constituted. Some properties can be constituted, in some of their instances, and fundamental, in others. For instance, 
depending on the array of fundamental particles present in a world, there might easily be some particles which had, 
with no underlying constituters, the same exact mass properties, causal powers, or spatial properties, as some 
composites had, constituted by the like properties of their parts. At least, that is how it seems prima facie: some 
further argument would be needed to justify the claim that these must be two different properties.  
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‘knowing a nature’, that we know the natures of macrophenomenal properties implies that for any other                

set of properties whose natures we know, we are in a position to tell a priori whether those properties are                    

sufficient to constitute macrophenomenal properties. And the case against physicalism is that physical             

properties do not seem a priori to constitute macrophenomenal properties.   13

But why doesn’t knowing the natures of macrophenomenal properties substantiate a parallel            

argument against constitutive panpsychism? Because panpsychists do not claim that we know the natures              

of microphenomenal properties, because we are not the microsubjects who instantiate those properties             

(though see the next subsection for some complications of this claim). Without knowledge of the               

candidate constituting properties, we cannot determine a priori their suitability to constitute            

macrophenomenal properties. All the constitutive panpsychist is committed to is a conditional claim: if we               

were able to grasp the natures of microphenomenal properties, then we could, in principle, see a priori                 

that, when properly arranged, they constitute macrophenomenal properties.  

 

Subsection 4.3: The Microexperience-Focused Revelation Argument 

Thirdly, consider the microexperience-focused revelation argument: why can’t we introspect          

microexperienes like we can macroexperiences? The premises of this argument are: 

1. If constitutive panpsychism is true, consciousness is constituted by a vast array of             
microexperiences. 

13 This attack only works if we know the natures of physical properties, which is plausible if we think of physical 
properties as exhausted by the description of them given in physics (as simply the properties of satisfying certain 
equations, for instance - this is what Stoljar 2001 calls the ‘t-physical’ properties, and what Strawson 2006 calls 
‘physicsal’ properties). But one might instead think of physical properties as whatever properties physical things 
have which in fact account for their satisfying the descriptions given by physics (what Stoljar 2001 calls the 
‘o-physical’ properties), and then it is plausible that we do not know their natures. However, this is of little help in 
defending standard versions of physicalism, whose appeal lies in the idea that the well-understood aspects of 
physical stuff are explanatorily sufficient. To say that the reason the conceivability argument fails is that there is 
some mysterious hidden nature of the physical, which plays some crucial role in accounting for consciousness, is to 
give up on this project. This kind of ‘non-standard physicalism’ (cf. Stoljar 2006) is, in fact, compatible with 
panpsychism, which simply suggests that the hidden nature is a phenomenal one.  
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2. We cannot know introspectively about microexperiences, nor form microphenomenal concepts          
(i.e. phenomenal concepts based on microexperiences).  

3. If a subject is having an experience, they can know introspectively that they are, and form                
phenomenal concepts based on it.  

4. If experiences constitute a subject’s consciousness, that subject undergoes them.  

One might think cosmopsychists can deny premise 1: microexperiences need not constitute            

macroexperiences, if tiny particles are not the most fundamental entities. But, as was discussed in the last                 

subsection, there is little to be gained from such a manoeuvre: either the universe primarily constitutes                

subatomic particles, which then constitute larger things (and premise 1 is true), or the human brain                

constitutes the particles it contains, supporting the replacement premise: 

1*. If constitutive panpsychism is true, consciousness constitutes a vast array of            

microexperiences. 

Premise 1* will then support a revised version of the argument, when paired with: 

4*: If experiences are constituted by a subject’s consciousness, that subject undergoes them. 

I see little hope in denying premises 1 or 2, which leaves two options: deny premise 3 (‘we are                   

undergoing microexperiences, but cannot access them’), or deny premise 4/4* (‘microexperiences           

constitute (or are constituted by) our consciousness, but we do not undergo them’). But both premises                

admit of both weaker and stronger readings, and rather than rejecting either premise wholesale, I will                

show show that if both weaker readings are adopted, the argument becomes invalid.  

Consider first premise 4, which says that when we have (undergo, experience, enjoy) a              

macroexperience, we are also thereby having (undergoing, experiencing, enjoying) the microexperiences           

which constitute it. But we can distinguish at least two senses of ‘having’ an experience: being                

phenomenally conscious of it (i.e. its partly characterising ‘what it is like’ for someone at a given time)                  
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and being access-conscious of it (i.e. its content being immediately available to someone for control of                

reasoning, behaviour, and report).  

The stronger reading of premise 4 requires microexperiences to be not only phenomenally             

conscious for us but also accessible to us, so that we can use their content to guide our various bodily and                     

mental actions. The weaker reading would only require that microexperiences by phenomenally            

conscious. It seems perfectly reasonable to deny the stronger reading - to say that microexperiences are                

not access-conscious. Clearly the constituents of something I have access to may not be individually               

accessible to me. But there is a theoretical cost to denying the weaker reading, i.e. saying that for me,                   

microexperiences are not even phenomenally conscious. The constitution relation between          

microexperiences and macroexperiences would thereby be made looser and more mysterious. If this             

relation were one in which both constituted and constituter were undergone by the same subject, it could                 

be akin to familiar relations among macroexperiences. For instance, the relation between my total              

phenomenal field right now and the component experiences that it subsumes is something like              

constitution ; so is that between, say, an experience as of ‘a red thing making noise’ and the visual and                   14

auditory experiences that are bound together to form it. If the panpsychist can assimilate the               

microexperience-macroexperience relation to relations like these, they cannot be accused of positing a             

mysterious and inexplicable sort of constitution to make their theory work. But these examples rely on a                 

single subject undergoing all the experiences involved, and without that link it is hard to see why                 

microexperiences should really be said to ‘make up’ a macroexperience, as opposed to somehow giving               

rise to it as a distinct product. 

Suppose we endorse the weaker reading of premise 4. There are also different readings available               

for premise 3. The strong reading would simply be the principle as written above. But here is a                  

14 This point should be particularly salient for cosmopsychists who want human consciousness to constitute 
microexperiences, since phenomenal unity is held up as a key example of such ‘whole-to-parts’ constitution (e.g. 
Goff 2017).  
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counterexample: even though ferrets undergo many experiences, they are cannot form phenomenal            

concepts, or know that they are having experiences. But plausibly this is not a counter-example to what                 

premise 3 was intended to say! The problem is not that ferrets’ experiences are somehow hidden from                 

them, but just that they lack the conceptual competence to recognise their experiences as such. A weaker                 

reading of premise 3 would allow for this: it would say that certain kinds of knowledge and                 

concept-formation are possible whenever a subject undergoes an experience and meets various other             

conditions. The experience presents itself, but other factors are needed to turn this into cognition.  

Another plausible required factor is attention: one must focus on an experience in order to have                

the kind of introspective access to it that premise 3 asserts. Goff’s earlier quote mentions attention , and                 15

Chalmers appeals to inattention as a primary reason for thinking that his principles of ‘detectability’ and                

‘reliability’ can only hold for the most part, not absolutely (Chalmers 1995, p.326, Chalmers 1996,               

pp.218-219).  

So let us consider a weak reading of premise 3, that includes this conditions: certain sorts of                 

knowledge and concept-formation are possible whenever a subject undergoes an experience, is capable of              

conceptualising experiences as such, and focuses their attention on that experience. And let us also adopt                

the weaker reading of premise 4, that if microexperiences constitute our consciousness, we must              

phenomenally undergo them. The argument has now become invalid: line 5 (‘we are not undergoing a                

vast array of microexperiences’) no longer follows from 2 and 3. There are two reasons why we might be                   

phenomenally undergoing microexperiences but unable to know them introspectively, compatibly with           

this weaker reading of premise 3: if humans lack cannot conceive of experiences as such, or if they are                   

15 Goff’s phrasing actually suggests not only that attention is a precondition for knowledge, but also that any 
experiences I am (phenomenally) having can be focused on. I deny this - or rather, I deny any practically relevant 
version of it; see the next section.  
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unable to attend to microexperiences. While the first of these options is clearly false, the second is, I                  

think, the best option for the constitutive panpsychist in rebutting the microexperience-focused argument.  

This probably does amount to denying the stronger reading of premise 4 (that microexperiences              

are access-conscious for us): what we cannot attend to is plausibly not access-conscious. But it allows that                 

microexperiences are nevertheless characterising the phenomenal character of our consciousness: they are            

‘right there’, manifest in our phenomenology. Our relationship to them is rather like our relationship to                

elements of our experience that are very faint, which require a lot of effort to focus on and distinguish                   

from their surroundings, and which it is correspondingly easier to distract us from. If something in my                 

peripheral vision is roughly the same colour as its surroundings, it would be hard for me to notice it, and                    

if I were distracted, exhausted, or inebriated I might find attending to it all but impossible. Yet it is still                    

part of my phenomenology, not somehow hidden from me. The constitutive panpsychist, I am suggesting,               

should claim that this near-impossibility of attending to peripheral vision while distracted is intensified to               

a real practical impossibility with microexperiences. In the next section I will try to situate this claim of                  

impossibility within a broader picture of how the mind is constituted by microexperiences, which will               

help to motivate this response to the microexperience-focused argument.  

 

Subsection 4.4: The Small-Palette Revelation Argument 

Finally, consider the small-palette revelation argument, whose premises are:  

1. If the small palette hypothesis is true, then any two phenomenal qualities experienced by humans               
have something phenomenal in common.  

2. Reflection on some pairs of human experiences (e.g. red and minty) does not reveal them to have                 
anything phenomenal in common.  

3. The nature of a phenomenal quality is revealed by reflection on phenomenal concepts based on               
experiences of it. (RT5)  

4. The natures of two things determine whether they have anything phenomenal in common.  
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Since this is not an argument against constitutive panpsychism per se, there are technically five options                

for constitutive panpsychists in responding to it: deny one of the premises, or accept the conclusion.                

Accepting the conclusion would mean accepting a 'large palette’ version of constitutive panpsychism,             

with all human and animal qualities present in the base even though that is more than there are distinct                   

physical roles to play (this is something like the approach taken by Lewtas, 2013). The downside is that                  

sacrifices the appealing parsimony, and isomorphism with physics, that had seemed to set constitutive              

panpsychism apart from traditional sorts of dualism. Denying premise 3 is also unattractive, since it               

undermines the case for panpsychism over physicalism.  

Denying premise 4 here is harder than denying premise 4 of the macroexperience-focused             

argument, that ‘what constitutes something is part of its nature’. My denial of that latter relied on the                  

point that knowing a property’s is not enough to know all the necessary truths about it; those truths may                   

involve the nature of another property, in which case we would have to know that other property’s nature                  

as well. But when it comes to comparing two qualities that we do experience distinctly, it seems to follow                   

that we should be able, in principle, to discern every necessary truth about how those qualities relate, and                  

that should include their resemblance or common constituents.  16

One way to deny premise 4 would be to make the relationship between microexperience and               

macroexperience less tight, so that the basic qualities constitute the macroqualities but do not characterise               

them - the ‘blending’ leaves no trace of the ingredients at all (this seems to be Goff's view, 2017 p.189ff).                    

But this has the same sort of downside as rejecting premise 4 of the microexperience-focused revelation                

argument, i.e. denying that macrosubjects undergo microsubjects. If microqualities in no way characterise             

the macroqualities, what does the claim of constitution really amount to? The form of constitution               

involved seems mysterious.  

16 Could we find a more carefully qualified version of RT5, on which knowing the natures of two properties enables 
us to know whether one suffices to constitute the other, but not whether and how they resemble each other? Maybe, 
but this feels ad hoc to me; I see no plausible way to motivate it. 



 
Page 31 of 45 

That leaves denying premise 1 or premise 2. Premise 1 might seem undeniable, due to the                

‘interchangeability’ of different neurons: experiences of redness and of mintiness involve neurones made             

of all the same sorts of subatomic particles, so how can one contain any ingredient missing from the                  

other? Any ingredient of the redness experience comes from electrons, quarks, photons, etc., and those               

same things are all present in the physical basis of a mintiness experience, so how could they not show up                    

in the latter? But this falsely assumes that each macroexperience should contain every ingredient present               

in its neural basis, as though each one were the independent product of one subset of neurones. It might                   

instead be that several macroexperiences are all grounded in the activity of the same neurones, being just                 

different aspects of the complex, differentiated experience produced by those neurones.  

Consider a bar magnet, whose macroscopic behaviour displays a ‘north pole’ and ‘south pole’.              

The north pole does not arise from one half of the magnet, and the south pole from the other half: both                     

macroscopic features arise from very same microscopic physical things, because those things are             

themselves internally differentiated and their different aspects add up to what look, from a macroscopic               

perspective, like two different things. It would be a mistake to say ‘since all the particles generating the                  

magnet’s north pole also have south poles, why don’t their south poles show up in the magnet’s north                  

pole?’ Perhaps mintiness and redness are likewise different aspects of the same complex experience, itself               

arising from the combination of a great many internally differentiated microexperiences. Then they might              

have nothing phenomenal in common, despite being constituted by the same things.  

This point is really about unpicking a subtle ambiguity in the way we have been talking about                 

‘experiences’, plural. When we speak of ‘trillions and trillions of microexperiences’, the sense in which               

these are many experiences is metaphysical: each is associated with a different physical basis, and those                

bases are more-or-less metaphysically distinct, in that each ion, atom, etc. could exist while another did                

not. But when we speak of ‘all the experiences’ undergone by a particular person at a given moment, the                   

sense in which they are many is phenomenological: the subject can make a distinction within their                
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consciousness, can discern a phenomenal contrast. This leaves it an open question whether the things               

thereby distinguished are metaphysically independent, whether one could have existed without the other             

(‘phenomenal holists’ typically deny that they are, e.g. Chudnoff 2013). And the point made by the                

analogy with the magnet is these two senses of ‘many’ experiences need not line up (just like the                  

distinctions between a magnet’s physical parts and its two poles do not line up): human consciousness                

could be metaphysically made up of many (metaphysically-distinguished) microexperiences, and also           

divided into many (phenomenologically-distinguished) macroexperiences, without each of the latter          

corresponding to a discrete subset of the former.  

However, there are limitations to this response. It might allow for a few completely dissimilar               

pairs to be compatible with the SPH, but not that many - if there are a hundred completely dissimilar                   

qualities experienced by humans, saying that they arise from the way that internally differentiated aspects               

of microexperiences are combined starts to load microexperiences with too much structure for us to retain                

the SPH. To keep the palette small, there shouldn’t be too many completely dissimilar pairs of qualities,                 

which is why this response to the argument works best when combined with another: denying premise 2. 

Rejecting premise 2 means denying that redness and mintiness have absolutely nothing at all in               

common. And this claim of dissimilarity is not obviously correct. After all, our ability to recognise two                 

things as akin to one another is usually enhanced by our ability to recognise and attend to the features they                    

share, and if we cannot pick out their shared features we may wrongly feel that they are entirely unlike.                   

Since we cannot recognise or attend to the basic ingredients, we may hastily form false impression of                 

radical heterogeneity. Of course, inability to pick out shared features does not always stop us registering                

similarities. Sometimes two things ‘seem alike’ in some way, without us being able to say how. And this                  

kind of inarticulate resemblance is in fact commonly encountered among experiential qualities: we             

frequently describe qualities of one modality using terms drawn from another (warm, harsh, sweet, soft,               

loud, etc.), or use sensory terminology to describe emotional or cognitive phenomenology. The SPH              



 
Page 33 of 45 

implies that, if fully and ideally scrutinised and analysed, these inarticulately-felt kinships would slowly              

reveal an edifice of systematically connected qualities covering our entire range of experience. This is the                

view defended by Coleman (2016), who writes that: 

...just as it’s possible to move across the colour spectrum in tiny, almost undetectable steps, it                

must be possible to move from tastes to sounds, sounds to colors, and so on, via equally tiny                  

steps. Tiptoeing between modalities already seems conceivable in certain cases, perhaps even            

actual. We know that what we experience as ‘taste’ is really some kind of fusion of qualia                 

sourced from the nose and from the tongue… It even strikes me as plausible that tactile qualia are                  

just (qualitatively) more ‘forceful’ or ‘solid’ counterparts of ‘thinner’ auditory qualia. To address             

qualitative incommensurability we must stretch to conceiving of such continuities as the rule             

rather than the exception. (Coleman 2016, p.264, emphasis in original, cf. Hartshorne 1934,             

pp.35ff., Coleman 2015) 

Coleman points that we cannot readily tell whether a given pair of qualities are completely dissimilar,                

because we lack any relevant contrast. The respects in which all our phenomenal qualities are similar,                

according to the SPH, are respects in which they differ from what we would experience if we lived in a                    

world with different fundamental constituents, which is by hypothesis so dissimilar from everything we              

know as to be completely unimaginable. Coleman analogises us to a hypothetical being which only               

experienced colour-qualities, but experienced different clusters of them in response to different sorts of              

stimuli: “this creature’s tactile sensations are all varying shades of red, vision presents only blues, smell                

the greens, and so on, with the places where these qualities (for us) overlap conveniently screened out by                  

the organism’s evolution...” (Coleman 2016, p.265). Such a being would likely think of these different               

colour qualities as completely unrelated quality spaces, but we with our full visual range see them as                 

portions of a single quality space: “perhaps a being with a qualia-space correspondingly greater than ours                
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as ours is greater than the color-only creature, would conceive of human qualia as belonging to a single                  

‘modality’.” (Coleman 2016, p.265) I find this claim about the ultimate, though non-obvious, continuity              

of all the qualities we experience plausible, but it is a substantial phenomenological commitment, and               

may well be false. Consequently, the revelation approach may be most threatening to constitutive              

panpsychists not through any of the three pure revelation arguments, but through intensifying the palette               

problem.  

 

Section 5: Confusion and Revelation 

Identifying a premise of an argument that might be false is often not, by itself, an effective way to                   

persuade critics. For all that I have said so far, the ways of interpreting and qualify the various revelation                   

theses that undermine arguments against panpsychism while substantiating arguments against physicalism           

are technically consistent but ad hoc and unmotivated, a dingy corner of logical space which panpsychists                

can awkwardly retreat to. I want to show this is so: these revelation theses fit with a reasonable                  

understanding of the limits of human self-knowledge, and the introspective ignorance that constitutive             

panpsychism implies differs only in degree from familiar forms of introspective ignorance.  

When numerically distinct experiences become phenomenally unified, they form a composite           

experience which subsumes them: they still exist, and are still undergone by the subject, but they are now                  

‘undergone together’. This much is a familiar claim from the literature on the ‘unity of consciousness’.                

We recognise cases of this when we can discern introspectively not just the composite experience but also                 

its components: my suggestion is that this discernibility of component experiences is not an automatic               

consequence of the composite experience being composite, but depends instead on the structure of              
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informational relations among the components. If these relations are such that the subject’s overall              17

dynamics are sensitive to multiple distinct features of the experience, the composite experience will be               

characterised by phenomenal contrast among those features: they will stand out as distinct things. If the                

informational relations are such that the overall dynamics of the system do not distinguish between certain                

features of the experience, they will be present in the composite experience in an undifferentiated way, as                 

a single manifest element whose phenomenal quality is a seamless blend of its components. In short: the                 

component experiences all go in together, but the way they are present in the composite experience                

depends on how they are organised.  

What explains all of this (phenomenal unity, the role of informational structure, etc.) is obviously               

a further question, which I cannot here address (though see Author’s reference 2, Author’s reference 4).                

But suppose some model like this were true. It seems empirically evident that, although the human brain                 

is an exquisitely structured processor of information, it has limits. The overall dynamics of the brain can                 

perhaps be sensitive to whether a neurone fires, but not (as far as we know) to which ions in that neurone                     

played what roles in its firing. Since individual events at the really microscopic level are informationally                

inaccessible, they will be experienced by the whole in a blended way. They each make a minute                 

difference to quality of some element of the whole’s experience, but they do not stand out as distinct                  

elements of it. To use a term made famous by Leibniz, they are ‘confused’ with one another, the way that                    

the sounds of each bit of water striking the shore are ‘confused’ in the inchoate roar of the sea (2012,                    

p.96).  

I have elsewhere elaborate more fully on the idea of confusion as I understand it (Author’s                

reference 4), and will not rehearse that elaboration here. What I do wish to emphasise is that confusion is                   

17 This is a long-standing idea among panpsychists, though spelling it out in detail is not simple. See Chalmers 1996, 
pp.284-292, 2016, pp.209-210, Gabora 2002, Author’s reference 4, cf. Tononi 2012. 
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not a special ad hoc posit meant to save panpsychism, but a phenomenon we are familiar with from                  

numerous cases in our own lives. Here is how I define confusion:  

Two experiences are confused with each other, relative to a subject and a mental operation, iff                

that subject can perform that mental operation on both at once, but not on either separately.  

Prominent examples of mental operations might include ‘thinking’ or ‘entertaining’, ‘introspecting’ or            

‘being aware of’, ‘attending’, ‘imagining’, or ‘recognising’. When experiences are confused for a             18

subject relative to all the mental operations that subject is capable of, we may call them ‘strongly’                 

confused; let us call the contrasting case, where elements are confused only relative to some operations,                

‘weak confusion’. If we cannot imagine of the flavour of coffee without also imagining the bitterness of                 

its taste, yet nevertheless can attend to and recognise them separately, then the experiences of flavour and                 

bitterness are weakly confused, confused relative to some mental operations (like ‘imagining’), but not              

relative to others (like ‘attending’).  

Moreover, confusion may depend on circumstances. When we are tired, distracted, or drunk we              

often cannot distinguish things which we could under better conditions. Then out experiences are              

confused only relative to those circumstances. Confusion can also depend on a subject’s conceptual              

repertoire: sometimes we cannot distinguish two things using their present concepts, but would be able to                

if we learnt new ones. Call confusion which can be removed by adjusting the subject’s bodily                

surroundings or condition, or improving their conceptual repertoire, or in some similarly mild way,              

‘shallow confusion’, and call confusion which persists even into ideal conditions, ‘robust confusion’.  

18 In the primary instance confusion is defined over tokens, but we can easily define a secondary sense in which two 
types are confused for a subject when any token of those types onto which a given subject could direct a given 
operation would be confused with a token of the other type. Note that confusion is different from indiscriminability, 
the relation between two items which ‘appear the same’ to a subject. Indiscriminability involves two tokens seeming 
qualitatively equivalent to a subject even while they are recognised by that subject as numerically distinct, and thus 
distinguished. 
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In between shallow and robust is confusion which persists until the subject becomes distinctly              

acquainted with a token of the same type as the confused elements. For example, suppose the sensory                 

component of pain is robustly confused with the unpleasant affect pain involves, except for subjects who                

have experienced ‘pain asymbolia’, the rare condition of feeling pain without finding it at all unpleasant                

(cf. Grahek 2007, Klein 2015). If they regain normal pain experiences, they might find themselves newly                

able to attend to (or imagine, recognise, etc.) its sensory element in isolation. If this were to happen, we                   

might say that their original confusion was ‘nearly-robust’: removable only by somehow acquainting             

them with (a token of the same type as) one of the confused elements on its own.   19

When confusion is weak or shallow, it is fairly straightforwardly identifiable. The easy way to               

identify shallow confusion is to remove it, and contrast the resulting distinction with the earlier confusion.                

With robust confusion, that is impossible, but we might still notice the confusion if it was only weak, for                   

we would then be able to distinguish the elements in one fashion while noting our inability to do so in                    

another fashion. But if we suffered from confusion that was strong and robust , we would not have such                   

means of recognising it; we could not tell that we were confused. And if we suffered from confusion that                   

was strong and ‘nearly-robust’, it would be undetectable, except by means of independent acquaintance              

with elements of the same type as the confused ones. I will refer to confusion which is strong and either                    

robust or nearly-robust as ‘radical confusion’: the point can then be put by saying that we could be subject                   

to a lot of radical confusion without any way to tell. And if constitutive panpsychism is true - in                   20

19 In other work (Author’s reference 4) I also distinguish between ‘symmetrical’ and ‘asymmetrical’ confusion, but 
this does not substantially affect the argument so I omit it here for simplicity.  
20 What about ‘cacophonous’ noises? For instance, if we enter a bar and are overwhelmed by the combined noise of 
many voices, chair movements, music, and so on, we seem to perceive that there are multiple sounds present, but 
cannot focus on any one of them individually (cf. discussions of the ‘problem of the speckled hen’, Ayer 1940, Tye 
2009). Isn’t this radical confusion that we can detect? I think this is actually better analysed as a case of shallow 
confusion exacerbated by the brevity and equal salience of the elements. The component noises could be separately 
attended with time and effort, but are so short in duration that we cannot focus on them before they are gone, and so 
similar in salience that we cannot select one to devote the necessary effort to. In such a situation, if we do decide to 
arbitrarily seize upon one component and focus on it, we usually succeed if it persists for more than a few moments. 
So this is not a case of radical confusion.  
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particular, if micro-experiences corresponding to all the physical details of our brains were somehow              

present in our consciousness - then we should expect just that: all the experiences of our microparts are                  

radically confused relative to us.  Call this the Radical Confusion Hypothesis.  
21

Confusion is defined functionally, but that does not imply that confusion is a purely functional               

fact that makes no phenomenal difference. Undergoing two radically confused experiences feels different             

to undergoing two distinguishable experiences, even if those experiences are the same in all intrinsic               

respects. When the components of an experience are distinguishable by the subject, they are              

phenomenally present as discernible, separate, parts - there is an experience of phenomenal contrast, of               

things standing out against other things. When they are radically confused, by contrast, they are present                

qualitatively, as contributions to the total quality of the experience they blend into.  

How would this ‘radical confusion hypothesis’ help with the four revelation arguments? Recall             

that in response to the ‘No Illusions’ argument, I denied premise 2: that human consciousness ever                

appears introspectively to be ‘smooth’ (there defined as ‘only decomposable into homogeneous parts, or              

into parts incapable of independent existence’). I maintained that this is false if ‘appears introspectively’               

is read in a strong, quasi-perceptual sense; it is true only if ‘appears introspectively’ is read in a weaker                   

sense, as meaning ‘it is easy and natural to interpret experience this way’.  

Now I can say why this (mis)interpretation is easy and natural: because many human experiences               

display something close to ‘smoothness’, namely, all their component experiences are radically confused             

21 That is not to say that each microexperience is confused with every single other one, taken pairwise, but that each 
element is radically confused with a great many other elements. This might mean that there are a number of clusters 
of experiences, all members of each of which are pairwise confused with each other, but not with the members of 
other clusters. Alternatively, it might involve continuous chains of confusion, with the end-points distinguishable but 
each pair of steps confused. The latter version would be ruled out if confusion were transitive, and as defined it 
appears so: if A cannot be thought without B being thought, and B cannot be thought without C being thought, then 
A cannot be thought without C being thought. However, this transitivity disappears if we allow for the ‘cannot’ to 
assert only very low probability: that is, if A is thought then B will almost certainly be thought, with a probability 
close to 1, but might not be. The probability of C being thought will be slightly less, and so on until we fall below 
the (likely vague) threshold for ‘cannot’.  (Cf. discussions of the non-transitivity of phenomenal indiscriminability, 
such as Goodman 1951, Hellie 2005, and Raffman 2012) 
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with each other, distinguishable only by a subject who already knows what to look for. A subject who                  

lacks any distinct acquaintance with the ingredients will be unable to distinguish them or discern any of                 

their internal structure. We might say that experiences all of whose components are radically confused               

with one another are ‘pseudo-smooth’, and it is true (and introspectively obvious!) that many of our                

experiences are pseudo-smooth. But to infer from pseudo-smoothness to genuine smoothness is a             

metaphysical over-interpretation which goes beyond the introspective deliverances. The noticeable quality           

that some of experiences have, which prompted the ‘No Illusions’ argument, is just what radical               

confusion feels like.  

Second, in response to the macroexperience-focused argument I denied premise 4, that whatever             

constitutes something is part of the ‘nature’ that is revealed to us by pure phenomenal concepts. I                 

suggested that a priori reflection tells us only those necessary truths that involve only properties whose                

nature we know - such as whether one could constitute the other. But just knowing the nature of one                   

property does not tell all the things that could constitute it, nor what constitutes a particular instance of it.  

I can now elaborate on this distancing of constitution from ‘nature’. Macroexperiences are             

composite experiences composed of many microexperiences radically confused with one another. Their            

phenomenal character is determined by combining the phenomenal characters of those component            

experiences, which they subsume in fundamentally the same way that a person’s total experience at any                

one time subsumes the partial experiences they are having at that time. But just as two composites might                  

end up sharing certain properties despite being constituted by different sets of parts, and despite their                

properties being mere combinations of their parts’ properties, two composite experiences might have the              

same phenomenal character, despite being constituted by different sets of microexperiences. The            

particular parts might be essential to the particular macroexperience, but not to the property that it is an                  

instance of.  

I also said, in response to the small-palette revelation argument, that distinct macroexperiences             
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might arise from the same neural basis: we need not assume that each distinguishable element of our                 

consciousness contains the entire phenomenal nature of one subset of physical entities. The radical              

confusion hypothesis reinforces this point: it says that which experiences phenomenally contrast or             

phenomenally blend with one another in human experience reflects the informational structure of the              

brain, so a single macroexperience might not correspond to any discrete section of the underlying physical                

substrate. Instead, it will correspond to a set of features of the substrate such that information about them                  

collectively is extracted and used by the brain, but information about them individually is not. Thus                

different macroexperiences might have different and non-overlapping sets of phenomenal ingredients,           

because they reflect different features of the same microexperiences.  

Finally, in response to the microexperience-focused argument I suggested that our ignorance of             

microexperiences is compatible with our undergoing them, if we cannot attend to them. Now I can add                 

that our inability to attend to microexperiences is part-and-parcel of their being radically confused for us.                

Their radical confusion is explained by the limitations discussed above on how much information about               

microscopic brain events can be extracted by the rest of the brain. Because radically confused               22

experiences cannot be distinctly attended to, we cannot know them or their natures, even though the                

experiences ‘present themselves’ in the sense that if their subject could attend to them they could know                 

them and their natures by introspection.  

An opponent might object as follows:  

“It is all very well to say that we know of our experiences only if we can attend to them, and that various                       

internal and external factors can make this easier or harder. But even when things make it very hard to                   

distinctly attend to an individual experience, they cannot make it impossible: if I am having an                

experience, it must be possible at least in principle for me to attend to it!” 

22 This allows for a limited sense in which microexperiences are accessible, and can be attended: namely that they 
can be accessed, and attended, but only by acts which are also accessing and attending many other microexperiences 
at the same time. They cannot be individually accessed or attended, but they can be accessed or attended collectively.  
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I reply that distinctly attending to microexperiences is possible in principle. They are manifest in               

our consciousness, but incredibly difficult to pick out. After all, it is very difficult for the large-scale                 

dynamics of our brain to be sensitive to a changes in a single particle, but there is no in-principle                   

impossibility in there being such sensitivity. Indeed, there is no in-principle impossibility in a human               

being jumping and, by a fantastic coincidence of repeated perfectly-timed gusts of wind, flying to the top                 

of a mountain. In any realistic sense we cannot do this, but that is simply to say that the odds of it                      

succeeding are so miniscule as to not be worth considering.   23

Perhaps one day we could make this kind in-principle possibility into a more practical possibility.               

Neurosurgery may allow for an enhancement of the brain’s self-monitoring powers; perhaps so can              

lower-tech methods like meditation or phenomenological training. Perhaps some combination of the two             

might be refined to the point where a brain could make itself distinctly sensitive to what is going on in a                     

particular neurone, or even to certain structures within that neurone, and in the limit even to what is going                   

on in a single selected particle. Perhaps we will instead build AI which possesses this enormous inner                 

sensitivity from the beginning. It is hard to speculate about what that experience would be like; the most                  

we can say is that if there is a spectrum of skill at self-monitoring, with thoughtless or sleep-deprived                  

people at one end and (perhaps) expert meditators at the other, then in the future it may become possible                   

to create beings further advanced along that spectrum than any currently existing.  

 

Conclusions 

23 Note that there need not be any sharp boundary between ‘the simplest experiential element that we can 
distinguish’ and ‘the most complex experiential element that is radically confused.’ For different people, under 
different conditions, different distinctions among one’s internal states and processes may be possible. Radically 
confused experiences are not a qualitatively distinct sort of experience from distinguishable ones, any more than 
‘places I can walk to in ten minutes’ are a sharply separate set of places from those I can walk to in ten minutes; my 
walking ability, like my introspective discernment, waxes and wanes as I change and as conditions change.  
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I have argued that there is no single revelation argument against constitutive panpsychism, because there               

is no single revelation thesis. Rather, there is the revelation approach, a broad idea that being conscious                 

provides some sort of privileged knowledge of consciousness, which I analysed into six distinct revelation               

theses. I distinguished three arguments against constitutive panpsychism, and one against the small palette              

hypothesis often associated with it, united by their shared reliance on some element of the revelation                

approach. I then argued that each of these four arguments can be rebutted while retaining the revelation                 

thesis in question, with only such qualifications as are independently plausible. It is independently              

plausible that consciousness can make it easy for us to misinterpret it; it is independently plausible that                 

knowing a necessary truth about how two properties relate requires knowing the natures of both, not just                 

one of them; it is independently plausible that introspective knowledge of a particular experience, and of                

the phenomenal property it is an instance of, requires both conceptual and attentional capacities. Any               

version of the revelation approach that denied such caveats would be prima facie implausible, but a                

version which accepts them is still sufficient to substantiate the anti-physicalist arguments that motivate              

panpsychism.  
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